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Expectation Maximization
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TS I EME LR

Loop {
E4: K412 (expectation) Sz BETFiH2oBagiEr
M%: £ 48 k (maximization) > £ F At 2 & # & Kk AL?

]



When & What

» 1977 % & Dempster% AL & 4 42 &

» —~ MK kAR, AT S A 2% § (hidden variable) 45 48 &1 A 44
# 48 Kk 42 % 4E 1+ (Maximum Likelihood Estimation, MLE) , =X 48 % /5 344,
% 414+ (Maximum A Posterior estimation, MAP)



Top 10 Algorithms:
£ Summary

= #1: C4.5 (61 votes), presented by Hiroshi Motoda

= #2: K-Means (60 votes), presented by Joydeep Ghosh
= #3: SVM (58 votes), presented by Qiang Yang

= #4: Apriori (52 votes), presented by Christos Faloutsos
= #5: EM (48 votes), presented by Joydeep Ghosh

= #6: PageRank (46 votes), presented by Christos
Faloutsos

= #7: AdaBoost (45 votes), presented by Zhi-Hua Zhou
= #7: KNN (45 votes), presented by Vipin Kumar

= #7: Naive Bayes (45 votes), presented by Qiang Yang
= #10: CART (34 votes), presented by Dan Steinberg

[CDM 2006 Panel 12/21/2006, Coordinators: Xindong Wu and Vipin Kumar

COMPUT
SOCIET

[2] A &% g + kK £ (ICDM2006) (+ x &%)


http://119.90.25.20/www.cs.uvm.edu/~icdm/algorithms/ICDM06-Panel.pdf
http://119.90.25.20/www.cs.uvm.edu/~icdm/algorithms/ICDM06-Panel.pdf
http://119.90.25.20/www.cs.uvm.edu/~icdm/algorithms/ICDM06-Panel.pdf
http://www.itfront.cn/attachment.aspx?attachmentid=1565
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» T3 RN XATHA (KETor@¥) , ykTirid (¥)

7 ok s 2L & A o 3B #% & $6
ZEHZF (X) k-Means, HMM, GMM, pLSA, LDA...
HEHF X,y) Naive Bayes, NN, LR, ME, SVM, GBDT...
$ HF 9 (X) + (X, y) self-training, co-training, S3VM...
7% ALF 3 (action, state, award) Markov Decision Process (MDP)
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PH—ANEE (FhFAHEREFE)

r

y" = argmax P(y;|X) = argmax
Y

:) = argmax P(X,y;)
F¥i ¥i

P(X)

F ok 4t 2 3 # # A
4 A K A A P(X, ) Naive Bayes, HMM, GMM, pLSA, LDA ...
#| 5] X A2 A P(y; | X) NN, LR, ME, SVM, GBDT ...

A& L #: http://luowei828.blog. | 63.com/blog/static/31031204201022824726471/
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» 5 % & (latent variable)

THRAZBAXPABREE, LTRAAT KBRFTRH I
SAREE, BFOMLERA . MAPE &k £ 54

% A BUGRETRAM 4
k-Means HAMEGOREPad
HMM B4 RKE
(E.g. 44 44 for id ¥ 4r ix; KA for iz 7|z a2 A)
GMM # A PR & 6 5 #r 2~ (Gaussian Distribution)
topic model tobic
(E.g. pLSA, LDA) P

18] 1% 2 7

IBM Model for

B £ K17 T A%
Word Alignment Eg (1t 55 £ 541 T 2iR)

(Bush held a meeting with Sharon)
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» & % (convex sets)

» & & $% (convex functions)
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Figure 1: Examples of a convex set (a) and a non-convex set (b)

We begin our look at convex optimization with the notion of a convex set.
Definition 2.1 A set C' is convez if, for any x,y € C and 0 € R with 0 <6 < 1,
fr+ (1 —60)y e C.

Intuitively, this means that if we take any two elements in C', and draw a line segment
between these two elements, then every point on that line segment also belongs to C'. Figure
1 shows an example of one convex and one non-convex set. The point fx + (1 — @)y is called

a convex combination of the points x and y.

A% L # . http://cs229.stanford.edu/section/cs229-cvxopt.pdf
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BRI

Af(zy) + (1= X) f(za)

FOEL A+ (1= A)z) frreebormemeemmmemecpo
F : . S
r,r,l- Iy Azy + (1 — A)xs T -Ib

Figure 1: f is conver on [a,b] if f(Azxy 4+ (1 = AN)ax2) < Af(xy) + (1 = A) f(x2)
Vxi,x2 € [a,b], A€|0,1].

A # X #: https://www.cs.utah.edu/~piyush/teaching/EM _algorithm.pdf



Jensen &5 \\

Jzs+ (1= A)x2)

Figure 1: f is conver on
Yy, g € [a,b], Ae[0,1]

Suppose we start with the inequality in the basic definition of a convex function
flzr+(1=0)y) <Of(x)+(1—6)f(y) for 0<8<1.

Using induction, this can be fairly easily extended to convex combinations of more than one

point,
k k k
f (Z .9,;3:,;) < 0if(x;) for > 6;=1,6,>0 Vi
i=1 =1

i=1
In fact, this can also be extended to infinite sums or integrals. In the latter case, the
inequality can be written as

f (/p(r);rdﬁf) < /p(;r)f(r)dm for /p(:r.)d;r: =1, p(z) >0 V.

Because p(x) integrates to 1, it is common to consider it as a probability density, in which
case the previous equation can be written in terms of expectations,

f(E[z]) < E[f(z)].

A% L # . http://cs229.stanford.edu/section/cs229-cvxopt.pdf
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Ary+ (1= XN)aa Il-z b
[a,b] 3f f(Azy + (1 = Nza) < Mf(x1) + (1= A)f(x2)



KL

» KL3E &
X A KL# & (Kullback-Leibler divergence)
X # A4azt# (relative entropy)

D(p() [l a(x) - Zp{x;,mg?’g .

» ANE WA
24 D(p(X) || q(x)) & D(q(x) || p(x)) F — # 4a ¥
Bk F4%F0: &AM Hp(X)=q(x)#, D(p(x) || q(x)) =0

A% L# . https://www.cs.princeton.edu/courses/archive/fall | 1/cos597D/L03.pdf
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N (z|p, %) = L exp { : (x — ,u)z} (2.42)

(2n02)? " | 202

where 4 is the mean and o2 is the variance. For a D-dimensional vector x, the
multivariate Gaussian distribution takes the form

1 1 1
N ®) = o en {5 W= -} @4

where p is a D-dimensional mean vector, ¥ is a D x D covariance matrix, and |X|
denotes the determinant of 3.

A% x#: PRMLE ¢ £23%
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Loo
A 1 ik = argmin [x, — a1
ES "7 0 otherwise.
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k-Means®& -
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» Aok okt
k-Means++: #4414
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EMEENH: LLGMM H1

» GMM: Gaussian Mixture Model z
y HERAKEA or iRA G 4 A
. X
y — AR 42 Al
y — MR g BT AEA Graphical representation of a mixture model, in which
A A the joint distribution is expressed in the form p(x,z) =

p(z)p(x|z).

K Aa fs Akt B B AE T,
A 7T VA B £

057

Soft-EM 4 %
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GMM

p(x) = Z TN (x| pg, i)
k=1

¥ XA
(I 0<m <1

K
@ S =t
k=1

FINEE Sz, |-of-KpBeyKek @ €.

N EGAAl, Rk B aid 40,
p(zk = 1) = Tk

23
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GMM

» T H A4 EP(zIX) (BE &6 —NE) » 4E 4L A 47 & 2 log-likelihood

() = plag = 1x) = p(zr = 1)p(x|zr = 1) ! N K
K o Inp(Xm,pu, B) =) In Y meN (x|, Bi)
E p(z; = 1)p(x[z; = 1) ! n=1 k=1
j=1 5
_ meN (x|, By) i
K : | " Zn ™\
E TN (x| w5, 35) . e
J=1 i
We shall view 7, as the prior probability of z; = 1, and the quantity ~(z;) as the :
corresponding posterior probability once we have observed x. As we shall see later, i
v(z1) can also be viewed as the responsibility that component k takes for ‘explain- ! M e
ing’ the observation x. :

24



EM for GMM

T Y K a5
nllby, 23
Z ﬂ'kNX |p’k k:) Ek(xn—
Z miN anﬂp %)
'Y(anr)
@ — “}‘ e a] 41 7|
1 N
Hi = m Zl’}’(znk)xn
AN A
N
Ny = Z'Y(an)
n=1

25

n=1 k=1
E 7t 2, KigF
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: n=1
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=M for GMM

X

26
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Given a Gaussian mixture model, the goal is to maximize the likelihood function
with respect to the parameters (comprising the means and covariances of the
components and the mixing coefficients).

1. Initialize the means g, covariances 2, and mixing coefficients 7, and
evaluate the initial value of the log likelihood.

2. E step. Evaluate the responsibilities using the current parameter values

TFkN(Xn“J,k,, Ek)

7 .
> N (x|, 35)
j=1

Y(znk) = (9.23)

3. M step. Re-estimate the parameters using the current responsibilities

N
ZAEE SMCH 024
1 N
B =y Do) o ) G ™) 029
ey _ % (9.26)
where N
Ne =3 (). (9.27)
n=1

4. Evaluate the log likelihood

N K
Inp(X|p, X, 7) = Zln{Zﬂ'kN(xnmk,Ek)} (9.28)
k=1

n=1

and check for convergence of either the parameters or the log likelihood. If
the convergence criterion is not satisfied return to step 2.



EM for GMM
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» ¥AEM for MLE # 4

» F A
X # A
Z: B ¥ F
0: # A1 A 4
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EA K EMBE VE IR

“X%i%, Z&iﬂg”

r it adz ($ZAFKEEa)
Inp(X|0) = In {Zp(X? Z|9)}

XZ) z % 48, (X Fx%4E

P(X, Z | 6) 4 %

P(X | 6) % 4

BP(Z | X, 0)4 % Zp(mx, ) InP(X,Z|0)
£



Loop {
E4: K41 % (expectation)

. M+ . K42 %k (maximization)
The General EM Algorithm }

Given a joint distribution p(X, Z|0@) over observed variables X and latent vari-
ables Z, governed by parameters 0, the goal is to maximize the likelihood func-
tion p(X|@) with respect to 6.

1. Choose an initial setting for the parameters 0

2. E step Evaluate p(Z|X, 8°'¢).

3. M step Evaluate "% given by

6" = arg max Q(6,0°') (9.32)
0
where
Q(6,6”) = "p(Z|X,0°") Inp(X,Z|6). (9.33)
Z

4. Check for convergence of either the log likelihood or the parameter values.
If the convergence criterion is not satisfied, then let

R (9.34)
and return to step 2.

30
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Inp(X|0) = In {Zp(x,zw)}

Z

EMFLE RIS HETE R (1)

£AF4%4XPX|0)=PXZ|0)/PZ]|X0), # —% ¥

Inp(X|0) = L(q,0) + KL(q||p) KL(q||p)
A+, y
B p(X,Z|6)
L(q,0) = ZZZQ(Z) 111{ «(Z) } L(q,0) In p(X([0)
o . p(Z|X, 9)} ! )
KL(qllp) = ZZ:G.’(ZN { /()

®B AKL(q || p)fa X F % F0, #ri4l(q,0)&InP(X|0)& T K

31



EM &L RS uE B (2)  Inp(X|0) = L(4,6) + KL(q|lp)

ik 5 7 40 6 (A 4 6 Lo - S (@) {p(x,zye)
g 26°4, 7 #q(Z)4%L(q 099 & A e «(2)
: _ n p(Z‘X, 0) }
. KL(q|lp) ZZ:Q(Z)I { 2
KL(q||p) =0 x — 7

lllustration of the E step of
the EM algorithm. The gq
distribution is set equal to
the posterior distribution for
the current parameter val-
ues 8°'4, causing the lower
bound to move up to the
same value as the log like- L(q,0°%) In p(X|0°'Y)
lihood function, with the KL
divergence vanishing.

32



EM VLS

# At 2. #L(q, 0)?

-8 (3)

# q(Z) = P(Z | X, 8°9) % ~L(q, 0) & i& X 4% 5

L(g.0) = > p(Z|X,6°"
Z

= Q(0,0°%) + const

33

\ 4,35 &
6 Q & #&

Z

)Inp(X,Z|0) — Y p(Z|X,0°!) Inp(Z|X, 6°)

(9.74)



EM AL UER] (4)  Inp(X|0) = L(4,6) + KL(q|lp)

| Z
_ In p(Z‘X,e)}
. KL(q[[p) ZZ:Q(Z) { 2
[ )
lllustration of the M step of the EM KL(‘I”P)I
algorithm.  The distribution ¢(Z) ¥ I—

is held fixed and the lower bound
L(q,0) is maximized with respect
to the parameter vector 6 to give
a revised value 6"°%. Because the
KL divergence is nonnegative, this
causes the log likelihood In p(X|0)
to increase by at least as much as L(q, 6%) In p(X|6°™)
the lower bound does.

A y
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EMEEFIR R ~EE

The EM algorithm involves alter-
nately computing a lower bound
on the log likelihood for the cur-
rent parameter values and then
maximizing this bound to obtain
the new parameter values. See
the text for a full discussion.

35
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EM for PLSA ?
%87 kT %Atopic

{DW,Z} & T = % # &
(DW}A &1 & % # 4

36

PLSA : Probabilistic Latent Semantic Analysis
W o 1B LA

Eiz Z paERES K 1. PLSAERYE S AR f2al T ¢

1. L p(di) poEiEsisE—4 it d;
2. LA p(zx|di) BOBTERER— £ 21
3. LA p(wj|zk) BOEIERERE— 510 w;



EM for PLSA

e POPMDP@E)
Pede) = = p@pa P O

as well as the following M-step formulae

P(w|z) o Y n(d,w)P(z|d, w), (1)
deD

P(d|z) o ) n(d w)P(z|d, w), (5)
we W

P(z) o Y > a(d w)P(z|d,w).  (6)
deD weW

[I]Thomas Hofmann. Probabilistic Latent Semantic Analysis. UAI 1999.
[2] http://zhikaizhang.cn/2016/06/ 1 7/%E8%87%AA%E77%84%B6%E8%AF%AD %E8%A8%80%E57%A4%84%E77%907%86 % E47B97%8BPLSA/
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EM for MAP

» 4B K 5 Mt & 4L 4+ (Maximum A Posterior estimation, MAP)
#4ta 4% PO | X)o NOTE: & @ FMLE# ¢ P(X | 6)
8% PO | X) = P(6,X)/ P(X), Ak
INnPO | X)=InP(©,X)-InP(X), #4444 FH

In p(6|X)

PO)2 £ F0# 4.5 57
ES A%, MEw— InPO) EAKELTFOGRE XA
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Variational EM

» $EH @P(Z | X, 0°9) & 453+ 4 st

» Tk FKLEE G K ANE P(Z| X 0°) o4 k42 ¢9q(Z) k4% %, A L(q, 6°9)
ka‘- L(qold’ eold)

40



Generalization EM

» FMEPLRREATHEABL L AL GBAn Mot
» kA AMY, BEEAH—ANERL kIt HO
TR A AR b (e IR Aok ) KA LAl Ak

Loop {
E4: K # (expectation)
M4 . 4% % (maximization) Loop {
++ . @new_of _inner_loop
} 5 erev
}

41
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» Online learning vs batch learning
» Online EM vs batch EM

Online |

42



HAR AR Fip
» g MNfeatures 9EMA &

Taylor Berg-Kirkpatrick, et al. Painless Unsupervised Learning with Features. ACL 2010.
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B =B

» Christopher M. Bishop. «Pattern Recognition and Machine Learning»
y F A K F I F R
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